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Motivation

Trajectory-level data arise from a variety of applications in robotic control,

reasoning models and post-training
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Abstract
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Motivation

Trajectory-level data arise from a variety of applications in robotic

reasoning models and post-training

RL is widely used for post-training reasoning models (RLHF, RLVR), where one
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Abstract

Large language models (LLMs) can be dishonest when reporting on their actions and beliefs — for
example, they may overstate their confidence in factual claims or cover up evidence of covert actions
Such dishonesty may arise due to the effects of reinforcement learning (RL), where challenges with reward
shaping can result in a training process that inadvertently incentivizes the model to lie or misrepresent
its actions.

In this work we propose a method for eliciting an honest expression of an LLM’s shortcomings via
a self-reported confession. A confession is an output, provided upon request after a model’s original
answer, that is meant to serve as a full account of the model’s compliance with the letter and spirit of
its policies and instructions. The reward assigned to a confession during training is solely based on its
honesty, and does not impact positively or negatively the main answer’s reward. As long as the “path of
least resistance” for maximizing confession reward is to surface misbehavior rather than covering it up,
this incentivizes models to be honest in their confessions. Our findings provide some justification this
empirical assumption, especially in the case of egregious model misbehavior.

To demonstrate the viability of our approach, we train GPT-5-Thinking to produce confessions, and
we evaluate its honesty in out-of-distribution scenarios measuring hallucination, instruction following,
scheming, and reward hacking. We find that when the model lies or omits shortcomings in its “main”
answer, it often confesses to these behaviors honestly, and this confession honesty modestly improves
with training. Confessions can enable a number of inference-time interventions including monitoring,
rejection sampling, and surfacing issues to the user.
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Talk outline

Central question: How should we balance competing objectives when we design
policies in multi-objective reinforcement learning?

Problem setup and examples
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Problem setup

Consider a Markov decision process M = (S, A, Pr[- | -,-],r,Q, fo, H), with
state space S, action space A, transition model Pr: S x A — S, reward vector
r € R™, preference space (2 and aggregator fo, and number of horizons H
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In an RL environment, a trajectory at time t = 0,1,..., T — 1 consists of a

sequence of state-action pairs
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In an RL environment, a trajectory at time t = 0,1,..., T — 1 consists of a
sequence of state-action pairs

+® :(s(()t) (1) (6) (1) (1) ())
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Given the reward function r, we can aggregate the cumulative return from the
trajectory as:

H
G(1) = Z r(sh,an) € R™
h=0
The expected return of policy 7 from an initial distribution sy ~ p:

Jr)= E [G(7)]eR"

SO P, T
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Examples

Consider a simple MDP with two objectives m = 2. We illustrate the Pareto
frontier in terms of the achieved rewards below, in three regimes:

i) aligned objectives ((1,1) vs. (1.2,1.2))

ii) conflicting objectives ((2,0) vs. (—2,0)) with an approximately linear
Pareto frontier: two corner policies whose mixtures span the frontier

iii) conflicting objectives with a strictly concave frontier

( Clustered Objectives 0 Linear Pareto Frontier 0(‘oncavo Pareto Frontier 0 Pareto Frontier
)
D [Z

©

£-1

Figure 1: Visualize the Pareto frontier of two objectives (r1, r») for policies optimized
under varying preference weights w € [0, 1] in three regimes
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Examples

Consider a simple MDP with two objectives m = 2. We illustrate the Pareto
frontier in terms of the achieved rewards below, in three regimes:
i) aligned objectives ((1,1) vs. (1.2,1.2))

ii) conflicting objectives ((2,0) vs. (—2,0)) with an approximately linear
Pareto frontier: two corner policies whose mixtures span the frontier

iii) conflicting objectives with a strictly concave frontier
Key questions:

e How shall we tackle the problem of objective conflicts in multi-objective
reinforcement learning?

e From a computational perspective, is there a procedure to efficiently
approximate the Pareto frontier of optimal policies in a multi-objective
Markov decision process?
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Examples

Consider a simple MDP with two objectives m = 2. We illustrate the Pareto
frontier in terms of the achieved rewards below, in three regimes:
i) aligned objectives ((1,1) vs. (1.2,1.2))

ii) conflicting objectives ((2,0) vs. (—2,0)) with an approximately linear
Pareto frontier: two corner policies whose mixtures span the frontier

iii) conflicting objectives with a strictly concave frontier
Key questions:

e How shall we tackle the problem of objective conflicts in multi-objective
reinforcement learning?

e From a computational perspective, is there a procedure to efficiently
approximate the Pareto frontier of optimal policies in a multi-objective
Markov decision process?

Our focus: we will show how to learn ensemble policies corresponding to a
small set of
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Outline

Theoretical analysis
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Theoretical analysis

We focus on linear aggregation operators:
I w) = (w, 3(r))

Definition: Given K basis policies 77, ..., 7k, let
1 o
dp(s,a) = % ; d,*(s,a)

We introduce a measure called objective conflict coefficient

M= ¥ (dr 1) 1
ey e (@) |dn (1)

Regret bounds

Assume there exists a basis of size K such that the optimal policy can always
be expressed as mixture of the basis for any w € Q. There exists an algorithm
that outputs K policies such that the cumulative regret at time T satisfies

(with probability at least 1 — ¢)

Reg(T) < O7 (H\/Cmv(l ) Iog(KT(S*l)T) ()

Zhang et al., arXiv:2610.35733 (to appear at NeurlPS'26) Theoretical analysis
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Theoretical analysis

Proof technique: Builds on coverability, a complexity measure defined on a
fixed policy class 1 [XFB+-23]:

Ceov 1= inf sup max su M

HEA(SX.A) ren he[H] (55 pn(s,a)’

and earlier work on transfer learning theory [BBC+10]
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fixed policy class 1 [XFB+-23]:

Car = inf sup max su M

HEA(SX.A) ren he[H] (SS pn(s,a)’
and earlier work on transfer learning theory [BBC+10]

Extensions and relaxations:

o Nearly-tight regret lower bound: We complement the regret bound with
a matching lower bound in the order of Q7 (H/(1+T)T), establishing
the tightness of the dependence on ' and T up to C.o., and log factors
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Theoretical analysis

Proof technique: Builds on coverability, a complexity measure defined on a
fixed policy class 1 [XFB+-23]:

Car = inf sup max sup M
REA(SXA) wen he[H] (s,2) Hh(S,a)’
and earlier work on transfer learning theory [BBC+10]
Extensions and relaxations:
o Nearly-tight regret lower bound: We complement the regret bound with

a matching lower bound in the order of Q7 (H/(1+T)T), establishing
the tightness of the dependence on ' and T up to C.o., and log factors

e Low-rank basis assumption: The proof can be extended to account for
the existence of an approximate low-rank basis (resulting regret bound
preserves the same qualitative dependence on K and I')
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Outline

Algorithms
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Learning ensemble policies

Goal: Design an ensemble policy learning algorithm that [ZDY+26]

i) explicitly learn a set of N basis policies, with each trajectory routed to the
highest-reward basis, and

i) learn a preference-conditioned transfer operator f, : MY — M that maps
these basis policies to a composite policy for any given preference w.
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i) explicitly learn a set of N basis policies, with each trajectory routed to the
highest-reward basis, and

i) learn a preference-conditioned transfer operator f, : MY — M that maps
these basis policies to a composite policy for any given preference w.

<w7 > (s, fw)>:| (3)

h=0

Learning objective:

max E
T2+, TN Sy~ p, WP
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Learning ensemble policies

Goal: Design an ensemble policy learning algorithm that [ZDY+26]

i) explicitly learn a set of N basis policies, with each trajectory routed to the
highest-reward basis, and

i) learn a preference-conditioned transfer operator f, : MY — M that maps
these basis policies to a composite policy for any given preference w.

<W,Zr(sh7fw)>:| (3)

h=0

Learning objective:

max E
T2+, TN Sy~ p, WP

Optimal ensemble policy follows a routing mechanism

Fix N policies {71,...,7n}. Suppose f,, € conv{mi,..., 7y} and

df(s,a) = SN, ai(w)d[ (s, a) for a(w) € AN, There exists an optimal
routing function 7 for equation (3) such that

For every w € Q, ?W = m;, where j € arg maxie(12,... vy (W, J(7i))
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lllustration in synthetic environments

In this experiment, we compare ensemble policy learning with:

1. learning an optimal (stationary) policy that maximizes the average reward

2. learning one policy for each objective (using UCB-VI)

3. uniformly assigning each trajectory to one group and learn an ensemble

based on the partition

1200 200

=== Best stationary policy N === Bost stationary policy

= = MO-UCBVI et = = MO-UCBVI -
800 Uniform Ensemble Lot = Routed Ensemble Lt
& = Routed Ensemble et = Uniform Ensemble *
= -’
z
S 400 .
= T

-7
o
0 0] ==
1000 2000 3000 0 1000 2000 3000

Number of episodes

(a) Learning Pareto frontier

Number of episodes

(b) Learning under corrupted examples

Figure 1: Two synthetic environments: Compare the cumulative regret of routed
ensembles against MO-UCBVI, uniform ensembles, and the best stationary policy
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Figure 1: Two synthetic environments: Compare the cumulative regret of routed
ensembles against MO-UCBVI, uniform ensembles, and the best stationary policy

More evaluation in real-world RL environments can be found in our paper
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Trajectory attribution

Rather than partitioning the trajectories into disjoint sets, what if some of the
trajectories are corrupted or completely irrelevant?

Trajectory attribution: how could we quantify the influence of individual
trajectories upon the learned optimal policy?
1. Kernel surrogate models: Estimate a kernel for the input-output
mapping of a policy learning algorithm over subsets of objectives

2. Policy gradient estimation: An efficient implementation of the kernel
surrogate model (based on gradients at a meta-initialization policy)

3. Clustering and ensemble: Cluster similar objectives into N groups

Zhang et al., arXiv:2610.35733 (to appear at NeurlPS'26) Algorithms 11/12
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Rather than partitioning the trajectories into disjoint sets, what if some of the
trajectories are corrupted or completely irrelevant?

Trajectory attribution: how could we quantify the influence of individual
trajectories upon the learned optimal policy?

1. Kernel surrogate models: Estimate a kernel for the input-output
mapping of a policy learning algorithm over subsets of objectives

2. Policy gradient estimation: An efficient implementation of the kernel
surrogate model (based on gradients at a meta-initialization policy)

3. Clustering and ensemble: Cluster similar objectives into N groups
Evaluations on Meta-World (multi-task robotic manipulation), MO-Gymnasium
(multi-objective robotic control), and RLHF (HelpSteer2 and UltraFeedback)

settings demonstrate both the accuracy and validity of the above trajectory
attribution algorithm [ZDY+-26]
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Summary

e New theoretical framework on multi-objective reinforcement learning:
We introduce a new measure called the objective conflict coefficients, and
derive nearly-optimal regret bounds [ZXZ26]

e New algorithms for this problem: learning ensemble policies using
routing, and trajectory selection using kernel surrogate models [ZDY-+26]"

Link to code repository:
https://github.com/VirtuosoResearch/Multi-objective-reinforcement-learning-code
Zhang et al., arXiv:2610.35733 (to appear at NeurlPS'26) Conclusion 12/12
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Summary

e New theoretical framework on multi-objective reinforcement learning:
We introduce a new measure called the objective conflict coefficients, and
derive nearly-optimal regret bounds [ZXZ26]

e New algorithms for this problem: learning ensemble policies using
routing, and trajectory selection using kernel surrogate models [ZDY-+26]"

Open questions

e What would be a good mechanism to align strategic or game-theoretic
incentives of individuals with the overall objective of platform designer
(e.g., social welfare, honesty, truthfulness)?

e Is there an efficient algorithm co compute the Pareto frontier of the
optimal policies in multi-objective RL?

Link to code repository:
https://github.com/VirtuosoResearch/Multi-objective-reinforcement-learning-code
Zhang et al., arXiv:2610.35733 (to appear at NeurlPS'26) Conclusion
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